In Class Activity
Recommender Systems, Collaborative Filtering, and k-NN
A Recommender System is software that analyzes data about user preferences or behaviors and then makes personalized recommendations.
You have been exposed to recommender systems on streaming media platforms (Hulu, Netflix, YouTube, Disney+, Spotify), online shopping (Amazon, Walmart, Rakuten, Temu) and social media (Instagram, Facebook, LinkedIn).
A Recommender System is … a system, not a Machine Learning technique.  A variety of mechanisms can be used to implement Recommender Systems.  
[bookmark: _Hlk158317531]In today’s activity we are going to see the k-Nearest Neighbors (k-NN) model used to implement an imaginary Recommender System. Some important definitions follow:
Recommender System -- Software that analyzes data about user preferences or behaviors and then makes personalized recommendations using an algorithm.


Collaborative filtering – Collaboration filtering is a type of recommendation algorithm that makes predictions about user preferences based on the preferences of similar users or items. It relies on the idea that users who have expressed preferences in the past are likely to have similar preferences in the future.


There are two main types of collaborative filtering:
1) User-based collaborative filtering: This approach recommends items to a user based on the preferences of similar users. It identifies users who have rated items similarly to the target user and recommends items that similar users have liked. (KEY IDEA: Find other users “like me” and show me what they liked best.)

2) Item-based collaborative filtering: This approach recommends items to a user based on the similarity between items. It identifies items that are like those that the user has rated highly and recommends similar items. (KEY IDEA: Find stuff that is similar to the other stuff I have liked before.)




CONTINUED

k-Nearest Neighbors (k-NN) – This is one of many possible M.L. models that can be used to generate recommendations. 
We can get a quick overview of the k-NN algorithm here: https://youtu.be/zeFt_JCA3b4?si=_rvNuAiaLRLtu5Xj 


	
Normalization (Why It Matters in k-NN)

k-NN relies on distance, so features with larger numeric ranges can dominate the calculation even if they are not more important. Normalization rescales features so that each attribute contributes fairly to the distance metric.

For example, months subscribed might range from 1 to 60, while support calls might range from 0 to 3. Without normalization, differences in months will overwhelm differences in calls, causing similarity to be driven mostly by tenure rather than behavior.

By normalizing months (e.g., scaling it to a 0–1 range), we ensure that being “close” means similar across all attributes, not just similar in the largest-valued one.




Recommender Systems are useful for more than streaming services, shopping, and social media.  Here are some other interesting applications:
1. News Aggregation: News websites and apps use recommender systems to personalize news articles and headlines for users based on their interests, reading history, and behavior.
2. Job Portals: Job portals like LinkedIn and Indeed use recommender systems to suggest job listings to users based on their skills, experience, job history, and preferences.
3. Travel and Hospitality: Travel websites and booking platforms use recommender systems to suggest hotels, flights, vacation packages, and activities to users based on their travel history, preferences, and budget. 
4. Healthcare: Recommender systems are increasingly being used in healthcare to suggest personalized treatment plans, medications, and healthcare providers to patients based on their medical history, symptoms, and preferences.
5. Education: E-learning platforms and educational websites use recommender systems to recommend courses, tutorials, and learning resources to students based on their learning objectives, progress, and preferences.
6. Restaurant and Food Delivery: Restaurant review websites and food delivery apps use recommender systems to suggest restaurants, dishes, and cuisines to users based on their taste preferences, dietary restrictions, and location.
7. Financial Services: Banks and financial institutions use recommender systems to suggest financial products, such as credit cards, loans, and investment options, to customers based on their financial history, goals, and risk appetite. 

Instructions
1. SCENARIO: We have five attributes collected from customers of a streaming service.  
· hours - Average number of hours the user actively streams content per week
· devices - Count of distinct devices used to access the service in the last 30 days
· months - Total number of months the user has been continuously subscribed
· calls - Number of customer support contacts in the last 30 days
· churn - Whether the customer canceled their subscription within the next billing cycle
When a new customer appears in the system at the end of their 30 day promotional period, we can use kNN in a supervised fashion to predict if that customer will churn.
2. Download and unzip ica-ml02.zip. Inside the ica-ml02 folder you will find knndemo.ipynb
3. Open knndemo.ipynb in Anaconda / Jupyter Notebooks.
4. Restart the kernel and run all cells.  Run for k=1, notice how the process found, in the past data, the customer most similar to the new  customer.
5. Restart the kernel and run all cells.  Run for k=5, notice that we get a classification (either “Churned” or “Stay Subscribed”) and we also get the list of closest neighbors.  
· If the object is to create a classification, then the application of kNN is thought of as “supervised” learning. 
· If the object is to generate an unpredictable, previously unknown, list of neighbors, then the application is thought of as “unsupervised” 
6. Restart the kernel and run all cells.  Run for k=10, Notice how the classification recommendation can be now expressed with a certain probability:  70% of the neighbors churned.  So we could estimate there’s a 70% chance of churn.
7. Run for k=20, Notice how the classification changes. Here we have a problem.   The value of k was too big, so the predicted classification was wrong. To improve that, you can either:  1) adjust the value if k to be more conservative oe 2) collect more data. 
8. Uncomment the line that will add a new observation to the collection of past items. This stimulates the feedback loop where new data would be incorporated into the system, leading to improved predictions.
9. See the Activity Diagram on the next page for an illustration of such a feedback loop.
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Activity Diagram: k-NN Churn Prediction
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