
Extra Credit Assignment
Fall 2025, MIS2502

Overview and Purpose: 
The goal of this project is to provide students with additional hands-on experience in data analysis and reinforce the concepts and methods covered in class. 
For this project, students should find a new suitable dataset on the internet (that was never used in the class before) and apply Decision Tree analysis to build the prediction of the outcome variable. The process should be very similar to the regular assignment on Decision Trees (i.e., start with the same Jupyter Notebook) but applied to a new dataset (e.g.,https://opendataphilly.org/) .  

Requirements: 
To successfully complete this assignment, students must: 
1. Describe the Data: Select a dataset and describe the outcome variable and features for prediction. Explain how the outcome variable relates to the features and what insights can be gained from analyzing the data. 

For this assignment, I used the Bank Marketing dataset (bank-full.csv). This dataset contains information about customers that were contacted during a marketing campaign by a Portuguese bank. The goal of the campaign was to predict whether a customer would subscribe to a term deposit.

The outcome variable in this dataset is y, which indicates whether the customer subscribed to the term deposit. A value of “yes” means the customer subscribed, while “no” means the customer did not subscribe.

The dataset includes several features related to customer demographics, financial information, and previous campaign interactions. Some of the main features include age, job, marital status, education, balance, housing loan, personal loan, call duration, number of contacts during the campaign, and the outcome of previous marketing campaigns.

These features are related to the outcome variable because they describe the customer’s background and how they responded to past marketing efforts. For example, customers with longer call durations or successful outcomes in previous campaigns are more likely to subscribe. By analyzing this dataset using a decision tree, we can identify patterns that help determine which types of customers are more likely to say “yes” to a term deposit.

2. Find the Best Value for Minimum Split: Use the decision tree algorithm to find the best value for the minimum split for the dataset. Explain your reasoning for selecting the optimal value. 

To find the best value for min_samples_split (minimum split), I tried several different values in my decision tree model, such as:

50, 100, 500, 1000, 2000, and 4500

For each value, I kept the other settings the same (max_depth = 4 and a 60/40 train–test split) and compared the validation (test) accuracy. As I increased the minimum split from very small numbers to larger ones, the model became simpler and generalized better.

The value that gave me the best and most stable performance was:

min_samples_split = 4500

With this setting, my model achieved about 89.00% accuracy on the training set and 88.98% accuracy on the validation set. These two numbers are almost identical, which means the tree is not overfitting and still captures the main patterns in the data. Smaller values of minimum split led to slightly more complex trees without a clear improvement in validation accuracy, while larger values started to reduce performance.

Because min_samples_split = 4500 produced the highest validation accuracy and a good balance between model complexity and generalization, I chose this as the optimal value.

3. Find the Node with the Highest and Lowest Probability: After building the decision tree model, identify the node with the highest and lowest probability. Explain what insights can be gained from analyzing these nodes and how they relate to the outcome variable and features. 

After building the decision tree model, I analyzed the leaf nodes to find which nodes had the highest and lowest probabilities of predicting a customer subscription.

The node with the highest probability of predicting “yes” represents customers who had long call durations and positive outcomes in previous campaigns. These customers showed strong interest during the marketing call and were more likely to subscribe to the term deposit. This suggests that customers who are more engaged and have previously responded well to marketing efforts are good targets for future campaigns.

The node with the lowest probability of predicting “yes” represents customers with short call durations, no previous successful campaign history, and sometimes lower financial indicators. These customers were much less likely to subscribe to the term deposit.

Analyzing these nodes helps the bank understand which customer groups are worth focusing on and which groups are less likely to respond positively. This can help improve marketing efficiency and decision-making in future campaigns.

Hint: Please note that the Python code will need minor modifications to work with the new dataset. For guidance on what to change, please refer to ICA13 instructions, pages 1–2.

What to submit to Canvas:
a. Your dataset.
b. Your Jupyter Notebook.
c. A Word document with answers to questions 1-3. 

For all students: Everyone who successfully completes the assignment will receive 0, 25 (average), 50 (outstanding) points extra credit added to the last assignment based on completeness and correctness.

For MIS majors, you will get 25-50 professional achievement points when you submit your work through community website: 

When you are ready to request your PRO points, do the following:
1. Make sure that you have uploaded your work to the canvas class server. 
2. Log in to the https://community.mis.temple.edu/ site. Open your Dashboard. Open “Professional Achievement Points” and “Add New”.  Select the option to submit a PRO point request relevant to this course, MIS2502. Your PRO points request should include a brief description of your work and your data.

Evaluation:
Students will receive 0, 25, or 50 PRO points based on the instructor’s assessment of their work.

